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Predicting Protein-Coding Genes and Ribosome Binding Sites
Across GC Gradients (Dicodon Markov Models vs. Prodigal)

How six-frame open reading frame graphs, 4,096-dicodon Markov coding models,
and 28-bin Shine-Dalgarno ribosome binding site expectation-maximization
resolve translation initiation across 32.8% to 72.0% GC bacterial chromosomes
and eukaryotic intron boundaries

Predicting protein-coding genes directly from raw genomic DNA requires
distinguishing true reading frames from random stop-free intervals and identifying
the exact start codon (ATG, GTG, or TTG) where the ribosome initiates translation.
Across five bacterial chromosomes spanning 32.8% to 72.0% GC content (335 kb, 310
genes) and a 60 kb human Chromosome 19 control locus, our four-stage dicodon Markov
and Shine-Dalgarno ribosome binding site engine matches Prodigal v2.6.3 with 100.0%
3 stop-codon and 100.0% 5 start-codon concordance (total score r = 1.0000). The
cross-phylum comparison also illustrates how extreme GC composition reshapes
third-codon frame bias and GTG start-codon selection, and why intron-split
eukaryotic genes require splice-aware GT...AG and Kozak modeling.

1. The Two Core Challenges of Ab Initio Gene Prediction: Coding
Frame Recognition and Translation Initiation

When a newly sequenced bacterial chromosome or metagenomic contig enters a
bioinformatics workflow, the very first analytical step is ab initio gene prediction
: identifying every protein-coding open reading frame (ORF) and its exact 5&prime;
translation initiation site (TIS) directly from the nucleotide sequence without
relying on prior homology to reference databases. In molecular genetics , this task
decomposes into two distinct biophysical and statistical problems:

* 1. Identifying True 3&prime; Stop-Bounded Reading Frames Across Extreme GC
Gradients: In the standard bacterial, archaeal, and plant plastid genetic code (NCBI
Translation Table 11), three triplets -- TAA , TAG , and TGA -- encode translation
termination. Because all three stop codons are AT-rich (containing five adenines,
four thymines, and only one guanine across the nine positions), random stop-codon
frequency depends strongly on genomic GC content. In a low-GC firmicute such as
Staphylococcus aureus (32.8% GC), random stop codons appear roughly once every 42 to
50 bp in non-coding frames, making long open reading frames stand out sharply from
background sequence. In a high-GC actinobacterium such as Streptomyces coelicolor
(72.0% GC), however, the probability of encountering TAA , TAG , or TGA by chance
drops precipitously, generating thousands of spurious, multi-kilobase stop-free open
reading frames on the opposite strand or in shifted reading frames (shadow ORFs).

* 2. Pinpointing the Exact 5&prime; Translation Initiation Site ( ATG , GTG , or TTG
): Whereas every open reading frame has a unique 3&prime; stop codon, a single long
ORF typically contains 5 to 25 in-frame candidate start codons (canonical ATG as
well as non-canonical GTG and TTG , which are decoded as N -formylmethionine by
initiator tRNA fMet ). Selecting the longest possible ORF systematically
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over-extends gene 5&prime; boundaries into upstream intergenic regions or adjacent
operons. Accurate 5&prime; boundary calling therefore requires modeling the
biophysical interaction between the 3 tail of the 16S ribosomal RNA (
3&prime;-AUUCCUCCACUAG-5&prime; ) and the purine-rich Shine-Dalgarno ribosome
binding site (RBS) located 5 to 12 nucleotides upstream of the true start codon.

To address both problems without requiring pre-trained species-specific parameter
files, Prodigal ( Prokaryotic Dynamic Programming Genefinding Algorithm ; Hyatt et
al., 2010) introduced a self-training, unsupervised two-pass architecture that
learns codon usage, start-codon preferences, and Shine-Dalgarno motif weights
directly from the target genome sequence:

* Stage 1 -- Six-Frame Open Reading Frame Graph & Third-Codon-Position GC Frame
Bias: All candidate start nodes ( ATG , GTG , TTG ) and stop nodes ( TAA , TAG , TGA
) across all six reading frames (+1, +2, +3, &minus;1, &minus;2, &minus;3) are
indexed into a directed graph along with same-strand overlapping start pointers.
Using a 120 bp sliding window, the algorithm measures which of the three codon
positions ( G 1 , G 2 , G 3 ) carries the highest GC fraction inside each candidate
ORF and performs an initial dynamic programming pass to assemble a rough training
set of long reading frames.

* Stage 2 -- 4,096-Dicodon (Hexamer) Fifth-Order Markov Coding Model: From the
initial dynamic programming path, the engine counts all in-frame 6-mers ( dicodons ,
encoding two consecutive amino acids and capturing both codon usage bias and
adjacent codon-pair context across all 4 [6] = 4,096 hexamers) and compares them
against the genomic 6-mer background frequency B ( h ): w dc ( h ) = clamp
[&minus;5, +5] &left( ln &left( P gene ( h ) / B ( h ) &right) &right) Raw coding
scores ( cscore ) are then adjusted by penalizing internal start codons that sit
downstream of strong continuing coding signal in the same frame and adding a
length-dependent log-odds factor derived from the GC-specific random stop-free
survival probability.

* Stage 3 -- Unsupervised 28-Bin Shine-Dalgarno RBS & Start-Codon
Expectation-Maximization (EM) Training: Upstream windows (&minus;20 to &minus;1 bp
relative to each candidate start codon) are classified into 28 discrete
Shine-Dalgarno motif/spacer bins spanning canonical hexamers ( AGGAGG , 5-10 bp
spacer) down to weak 3-base motifs and leaderless/non-SD starts, combined with
start-codon type weights ( tscore for ATG , GTG , TTG ) and upstream AT/GC
composition weights ( uscore at &minus;1 to &minus;4 and &minus;15 to &minus;45 bp).
Two iterative EM passes refine the log-odds initiation score ( sscore = rscore +
tscore + uscore ).

* Stage 4 -- Second-Pass Operon -Overlap Dynamic Programming & Local Start
Refinement: A second global dynamic programming pass connects 5&prime; start and
3&prime; stop nodes across the entire chromosome, applying explicit intergenic
distance modifiers that reward translational coupling in polycistronic operons --
specifically 4 bp overlaps ( ATGA , where the upstream stop codon TGA shares two
bases with the downstream start codon ATG ) and 1 bp overlaps ( TAATG or TGATG ) --
followed by a local 15-100 bp upstream/downstream start-refinement pass.
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2. Cross-Phylum Calibration Benchmark Across a 32.8% to 72.0% GC
Gradient

To evaluate how our native four-stage gene-calling implementation compares against
Prodigal v2.6.3 (Hyatt et al., 2010), we benchmarked five reference bacterial
chromosome segments spanning 335,000 bp (310 predicted genes across 32.80% to 71.96%
GC) alongside a 60,000 bp eukaryotic control window on human Chromosome 19q13.32 (
APOE locus , 396,166 bp total sequence evaluated):

| Cohort ID | | Organism & NCBI RefSeq Accession | | Window (bp) | | GC (%) | |
Native Genes | | Prodigal Genes | | 3&prime; Stop Conc (%) | | 5&prime; Start Conc
(%) | | Start Jaccard | | Coding cscore r | | Start sscore r | | Total Score r | |
Coding Density (%) | | Operon 1/4 bp Overlaps | | Native Time (ms) | | Prodigal Time
(ms) |

| COHORT-01 | | Escherichia coli K-12 MG1655 ( NC_000913.3:1-60000 ) | | 60000 | |
52.03 | | 56 | | 56 | | 100.0 | | 100.0 | | 1.0000 | | 1.0000 | | 1.0000 | | 1.0000
| | 88.74 | | 5 | | 94.4 | | 201.9 |

| COHORT-02 | | Staphylococcus aureus NCTC 8325 ( NC_007795.1:1-60000 ) | | 60000 |
| 32.80 | | 48 | | 48 | | 100.0 | | 100.0 | | 1.0000 | | 1.0000 | | 1.0000 | |
1.0000 | | 83.55 | | 4 | | 52.6 | | 63.5 |

| COHORT-03 | | Bacillus subtilis str. 168 ( NC_000964.3:1-60000 ) | | 60000 | |
43.74 | | 61 | | 61 | | 100.0 | | 100.0 | | 1.0000 | | 1.0000 | | 1.0000 | | 1.0000
| | 76.29 | | 3 | | 69.3 | | 74.1 |

| COHORT-04 | | Pseudomonas aeruginosa PAO1 ( NC_002516.2:1-70000 ) | | 70000 | |
65.75 | | 63 | | 63 | | 100.0 | | 100.0 | | 1.0000 | | 1.0000 | | 1.0000 | | 1.0000
| | 86.69 | | 5 | | 115.0 | | 109.3 |

| COHORT-05 | | Streptomyces coelicolor A3(2) ( NC_003888.3:5510001-5595000 ) | |
85000 | | 71.96 | | 82 | | 82 | | 100.0 | | 100.0 | | 1.0000 | | 1.0000 | | 1.0000 |
| 1.0000 | | 89.38 | | 14 | | 135.6 | | 105.7 |

Generated by: Native 4-Stage 6-Frame ORF Graph, Dicodon Hexamer Markov & 28-Bin
Shine-Dalgarno RBS EM Engine * Prodigal v2.6.3 (Hyatt et al. 2010)

Across all 310 protein-coding genes spanning the five bacterial cohorts, the native
four-stage engine and Prodigal v2.6.3 achieve 100.0% 3&prime; stop-codon concordance
(310/310), 100.0% exact 5&prime; start-codon coordinate concordance (310/310,
Jaccard index = 1.0000), and Pearson correlation r = 0.99999996 across total gene
scores (with per-cohort coding cscore and initiation sscore correlations between
0.99999982 and 1.00000000, reflecting agreement to six decimal places before GFF3
two-decimal text rounding).

3. How Genomic GC Content Reshapes Codon-Position Frame Bias and
Start-Codon Selection

Comparing the self-trained model parameters across the 32.80% to 71.96% GC gradient
illustrates how bacterial translation machinery adapts to nucleotide composition:

| Organism & Clade | | Genomic GC (%) | | Frame Bias G1 (1st Pos) | | Frame Bias G2
(2nd Pos) | | Frame Bias G3 (3rd Wobble) | | ATG Starts (%) | | GTG Starts (%) | |
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TTG Starts (%) | | Dominant RBS Motif Bin |

| Staphylococcus aureus (Low-GC Firmicute) | | 32.80 | | 2.640 | | 0.198 | | 0.163 |
| 91.67 | | 0.00 | | 8.33 | | AGGAG / GGAGG (5-10 bp) |

| Bacillus subtilis (Firmicute) | | 43.74 | | 2.366 | | 0.247 | | 0.387 | | 73.77 |
| 13.11 | | 13.11 | | AGGAGG / AGGAG (5-10 bp) |

| Escherichia coli K-12 (Gammaproteobacteria) | | 52.03 | | 1.397 | | 0.184 | |
1.420 | | 88.89 | | 7.41 | | 3.70 | | AGGAG / GGAG (5-10 bp) |

| Pseudomonas aeruginosa PAO1 (High-GC Gammaproteobacteria) | | 65.75 | | 0.650 | |
0.087 | | 2.263 | | 87.10 | | 11.29 | | 1.61 | | AGGAG / GGAG (5-10 bp) |

| Streptomyces coelicolor A3(2) (Actinobacteria, BGC Region) | | 71.96 | | 0.970 | |
0.120 | | 1.909 | | 74.07 | | 22.22 | | 3.70 | | AGGAGG / AGGAG (5-10 bp) |

Generated by: Native Biosynthetic Gene Cluster (MIBiG / ARTS) & Amphipathic AMP
Biophysics Miner

* Inversion of First- vs. Third-Codon-Position GC Skew Across the GC Spectrum: In
every protein-coding gene, the second codon position ( G 2 ) is tightly constrained
by amino acid hydrophobicity (e.g., NTN encodes hydrophobic residues Leu, Ile, Val,
Phe, Met, whereas NAN encodes hydrophilic residues Glu, Asp, Lys, Asn, Gln, His,
Tyr), keeping normalized G 2 frame bias consistently low (0.087 to 0.247) across all
five phyla. In AT-rich S. aureus (32.80% GC) and B. subtilis (43.74% GC), synonymous
third-position wobble sites are overwhelmingly A/T, concentrating GC bases in the
first codon position ( G 1 = 2.640 and 2.366). Conversely, in GC-rich P. aeruginosa
(65.75% GC) and S. coelicolor (71.96% GC), excess guanines and cytosines accumulate
in the degenerate third wobble position ( G 3 = 2.263 and 1.909), providing a strong
frame-specific signature that eliminates out-of-frame shadow ORFs during Stage 1
training.

* Clade-Specific Shift Between ATG , GTG , and TTG Initiation Codons: In low-GC
Firmicutes ( S. aureus and B. subtilis ), TTG serves as a major alternative start
codon (8.33% and 13.11% of genes, such as B. subtilis yaaA at 3,679..3,915 bp and
guaB regulator windows), supported by strong canonical GGAG/AGGAGG ribosome binding
sites ( rscore = +9.62 to +15.94). In GC-rich S. coelicolor (71.96% GC), by
contrast, GTG initiation rises to 22.22% of all coding sequences (including
polyketide synthase and tailoring loci in the SCO5072 - SCO5092 actinorhodin
biosynthetic gene cluster), and polycistronic translational coupling (1 bp and 4 bp
start-stop overlaps) increases to 14 junctions across the 85 kb cluster.

4. Focal Operon Architecture & Shine-Dalgarno RBS Alignment Track

To visualize how dicodon coding scores ( cscore ), third-codon GC skew, and
Shine-Dalgarno initiation weights ( sscore = rscore + tscore + uscore ) resolve
polycistronic operon boundaries, Figure 1 shows the 5,020 bp Escherichia coli K-12
threonine biosynthetic operon ( thrLABC , NC_000913.3:190-5020 ) alongside the
cross-species upstream RBS alignment:

Generated by: Native 4-Stage 6-Frame ORF Graph, Dicodon Hexamer Markov & 28-Bin
Shine-Dalgarno RBS EM Engine * Prodigal v2.6.3 (Hyatt et al. 2010)
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Table 3 lists representative focal gene calls from the E. coli K-12, S. aureus , B.
subtilis , P. aeruginosa , and S. coelicolor cohorts, demonstrating exact agreement
between the native engine and Prodigal v2.6.3 across both canonical ATG and
non-canonical GTG / TTG initiation sites:

| Organism & Gene ID | | Start (bp) | | End (bp) | | Strand | | Length (bp) | |
Start Codon | | RBS Motif | | RBS Spacer | | GC Frac | | Coding cscore | | RBS
rscore | | Start tscore | | Upstream uscore | | Total Score | | Confidence (%) |

| E. coli thrA (1_2) | | 337 | | 2799 | | + | | 2463 | | ATG | | GGAG/GAGG | |
5-10bp | | 0.5307 | | 385.77 | | 11.34 | | 3.93 | | 3.61 | | 404.00 | | 99.99 |

| E. coli thrB (1_3) | | 2801 | | 3733 | | + | | 933 | | ATG | | AGGAG | | 5-10bp |
| 0.5627 | | 119.53 | | 14.99 | | 3.93 | | 0.16 | | 139.88 | | 100.00 |

| E. coli thrC (1_4) | | 3734 | | 5020 | | + | | 1287 | | ATG | | GGA/GAG/AGG | |
5-10bp | | 0.5284 | | 212.46 | | 4.14 | | 3.93 | | 0.78 | | 222.59 | | 99.99 |

| S. aureus dnaA (1_1) | | 517 | | 1878 | | + | | 1362 | | ATG | | GGAG/GAGG | |
5-10bp | | 0.3289 | | 270.03 | | 10.28 | | 2.99 | | 7.56 | | 290.85 | | 99.99 |

| S. aureus yaaA (1_3) | | 3679 | | 3915 | | + | | 237 | | TTG | | GGAG/GAGG | |
5-10bp | | 0.3586 | | 50.28 | | 9.62 | | -6.30 | | 7.39 | | 60.33 | | 100.00 |

| B. subtilis dnaN (1_2) | | 1939 | | 3075 | | + | | 1137 | | ATG | | AGGAGG | |
5-10bp | | 0.3993 | | 175.35 | | 15.94 | | 2.70 | | 3.85 | | 197.20 | | 99.99 |

| P. aeruginosa dnaA (1_1) | | 963 | | 2027 | | + | | 1065 | | GTG | |
AGGA/GGAG/GAGG | | 11-12bp | | 0.6150 | | 263.33 | | 2.17 | | -5.77 | | 2.86 | |
262.59 | | 99.99 |

| P. aeruginosa gyrB (1_4) | | 4275 | | 6695 | | + | | 2421 | | ATG | | GGAG/GAGG |
| 5-10bp | | 0.6241 | | 643.99 | | 6.98 | | 4.73 | | 0.13 | | 657.12 | | 99.99 |

| S. coelicolor SCO5073 (1_3) | | 1271 | | 2227 | | + | | 957 | | ATG | | AGGAG | |
5-10bp | | 0.7429 | | 170.13 | | 11.13 | | 4.64 | | 2.57 | | 188.48 | | 99.99 |

| S. coelicolor SCO5078 (1_7) | | 5246 | | 6232 | | + | | 987 | | ATG | | AGGAGG | |
5-10bp | | 0.7487 | | 174.61 | | 13.26 | | 4.64 | | 0.83 | | 194.63 | | 99.99 |

Generated by: Native 4-Stage 6-Frame ORF Graph, Dicodon Hexamer Markov & 28-Bin
Shine-Dalgarno RBS EM Engine * Prodigal v2.6.3 (Hyatt et al. 2010)

5. The Eukaryotic Intron Boundary Horizon: Why Prokaryotic ORF
Callers Fragment Multi-Exon Genes

While six-frame continuous ORF graphs and Shine-Dalgarno models achieve near-ceiling
accuracy across bacterial and archaeal chromosomes, applying a prokaryotic gene
caller directly to eukaryotic nuclear DNA exposes a fundamental biological boundary:
spliceosomal introns and 43S ribosomal cap-scanning via the Kozak consensus sequence
.

To quantify this boundary on a well-characterized human disease locus, we evaluated
the 60,000 bp human Chromosome 19q13.32 window ( NC_000019.10:44890001-44950000 )
spanning Apolipoprotein E ( APOE , NM_000041.4 ) :

* Intron Fragmentation of Continuous ORF Callers: Mature human APOE mRNA (1,166 nt,
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encoding the 317-amino-acid precursor polypeptide, 954 bp coding sequence) is
spliced across four exons separated by three introns (760 bp, 1,092 bp, and 580 bp)
that carry numerous in-frame TAA , TAG , and TGA stop codons. When a continuous
prokaryotic ORF caller scans the 3,603 bp genomic APOE span, intronic stop codons
sever the reading frame into 5 disconnected fragments (longest single prokaryotic
ORF call = 555 bp inside Exon 4, missing Exons 2 and 3 entirely).

* Kozak Translation Initiation & Canonical GT...AG Splice-Site Reconstruction:
Unlike bacterial 30S ribosomes that bind directly to an internal purine-rich
Shine-Dalgarno sequence via 16S rRNA base-pairing, eukaryotic 43S pre-initiation
complexes bind the 5&prime; m 7 G cap and scan downstream until encountering an AUG
codon embedded in a Kozak consensus sequence ( 5&prime;-GCCRCCAUGG-3&prime; , where
a purine R = A/G at position &minus;3 and a guanine G at position +4 stabilize
start-site recognition). In human APOE Exon 2, the initiator codon sits in the
strong Kozak window 5&prime;-GGCAGGAAG[ATG]AAG-3&prime; (purine A at &minus;3 and A
at +4; Kozak match score = 0.914), and all three introns are bounded by canonical
U2-type spliceosomal |GT 5&prime; donor and AG| 3&prime; acceptor dinucleotides
(Table 4).

| Exon Number | | GRCh38 Start (bp) | | GRCh38 End (bp) | | Exon Length (bp) | |
5&prime; Phase | | 3&prime; Phase | | 3&prime; Splice Acceptor (Intron|Exon) | |
5&prime; Splice Donor (Exon|Intron) | | Exon GC Frac |

| 1 | | 44905796 | | 44905841 | | 46 | | 0 | | 0 | | 5&prime;-Cap (TSS) | |
CCG|GTGAGA | | 0.6739 |

| 2 | | 44906602 | | 44906667 | | 66 | | 0 | | 1 | | CCCCAG|ACT | | CAG|GTATGG | |
0.5606 |

| 3 | | 44907760 | | 44907952 | | 193 | | 1 | | 0 | | ACACAG|GAT | | GAG|GTGAGT | |
0.6528 |

| 4 | | 44908533 | | 44909393 | | 861 | | 0 | | 0 | | CCGCAG|GGC | | Poly(A) /
3&prime;-UTR | | 0.7096 |

Generated by: CRV Science Labs Native Bioinformatics Suite

6. Dicodon Usage Distance & Cross-Domain Cladogram

Because each organism's 4,096-dicodon log-odds vector reflects both its genomic GC
content and its tRNA isoacceptor pool, clustering the six cohorts by their trained
hexamer coding profiles and initiation architectures recovers the separation between
low-GC Firmicutes, Gammaproteobacteria, high-GC Actinobacteria, and splice-split
mammalian exons (Figure 2):

Generated by: Native K2P / TN93 Distance, Neighbor-Joining & ABGD Systematics Engine
* Native 4-Stage 6-Frame ORF Graph, Dicodon Hexamer Markov & 28-Bin Shine-Dalgarno
RBS EM Engine

Generated by: Native K2P / TN93 Distance, Neighbor-Joining & ABGD Systematics Engine
* Native 4-Stage 6-Frame ORF Graph, Dicodon Hexamer Markov & 28-Bin Shine-Dalgarno
RBS EM Engine
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Discussion & Key Takeaways

1. Exact Algorithmic Parity with Prodigal v2.6.3 Across Diverse Bacterial Phyla:
Across 335,000 bp and 310 predicted protein-coding genes spanning low-GC Firmicutes
( S. aureus , 32.8% GC; B. subtilis , 43.7% GC), Gammaproteobacteria ( E. coli K-12,
52.0% GC; P. aeruginosa PAO1, 65.8% GC), and high-GC Actinobacteria ( S. coelicolor
, 72.0% GC), our native four-stage gene caller reproduces Prodigal v2.6.3 calls with
100.0% 3&prime; stop-codon agreement, 100.0% exact 5&prime; start-codon coordinate
agreement, and r = 0.99999996 across total log-odds scores.

2. Biophysical Coupling Between GC Content, Wobble-Position Skew, and Non-Canonical
Starts: The self-trained model parameters highlight a systematic shift from
first-codon-position GC enrichment in AT-rich bacteria ( G 1 = 2.64 in S. aureus ,
where TTG accounts for 8.3%-13.1% of translation starts) to third-codon wobble GC
enrichment in GC-rich Actinobacteria and Pseudomonads ( G 3 = 1.91-2.26, where GTG
start usage reaches 22.2% and 1 bp/4 bp translational coupling links polycistronic
biosynthetic operons).

3. Practical Scope for Downstream Bioinformatics and Clinical Genomics: In
computational genomics, accurate ab initio gene calling and start-codon boundary
resolution directly determine the quality of downstream orthology clustering,
secondary-metabolite biosynthetic gene cluster (BGC) domain annotation, and
antimicrobial resistance (AMR) target profiling. At the same time, our human
Chromosome 19 APOE control illustrates why continuous prokaryotic ORF callers cannot
be applied directly to intron-bearing eukaryotic nuclear loci without splice-aware
GT...AG donor/acceptor and Kozak initiation modeling.
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