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Pangenome Variation Graph & Superbubble Calibration:
Native rGFA & Walk Entropy Engine vs. minigraph v0.21 &
gfatools v0.5

Head-to-head calibration of 4-stage reference-tagged variation graph (rGFA)
construction, Onodera-Sadakane-Shibuya superbubble decomposition, haplotype
walk genotyping, and Ollivier-Ricci curvature against minigraph v0.21-r606 and
gfatools v0.5-r296 across 10 prokaryotic and human genomic loci (60
haplotypes, 1.81 Mb).

Linear single-reference genomes obscure structural insertions, deletions, and
multi-allelic variable-number tandem repeats across diverse populations.
Benchmarking our four-stage native Rust reference-tagged variation graph (rGFA)
constructor, Onodera-Sadakane-Shibuya superbubble decomposer, and walk genotyper
head-to-head against minigraph v0.21-r606 and gfatools v0.5-r296 across ten
prokaryotic and human genomic loci (60 haplotypes, 1,809,500 bp) yielded 100.0%
exact segment and link topology agreement ( r = 1.00000000), 100.0% superbubble F1
across 50 structural bubbles (0.46 bp mean breakpoint error), and 100.0% haplotype
walk call concordance across 300 genotypes at a 16.7x runtime speedup.

1. Introduction & Pangenome Graph Theory: Reference-Tagged Variation
Graphs (rGFA), Superbubble Topology & Walk Information Theory

Mapping sequencing reads or assembled contigs against a single linear reference
genome introduces systematic reference bias whenever a population segregates
structural variants (SVs) -- such as mobile insertion sequences, pathogenicity
island deletions, capsular polysaccharide cassette swaps, or multi-allelic
variable-number tandem repeats (VNTRs) [1, 2] . Reference-tagged Graphical Fragment
Assembly (rGFA) variation graphs overcome this limitation by representing a
collection of homologous haplotypes as a directed, bidirected sequence graph G = ( V
, E ) anchored to a stable linear coordinate system 1 . In the rGFA formalism
introduced by Li et al. (2020) 1 , every vertex (segment S ) carries a nucleotide
sequence of length L ( v ), a stable reference or contig origin tag ( SN:Z ), a
zero-based stable coordinate offset ( SO:i ), and a hierarchical assembly rank (
SR:i , where rank 0 denotes the primary reference backbone H 0 and ranks >= 1 denote
alternate haplotypes H 1 , &hellip;, H M &minus;1 that contributed novel sequence
insertions or divergent alleles). Directed edges (links L ) connect oriented segment
endpoints with zero-overlap blunt junctions ( 0M ), preserving exact linear
coordinate projection along rank-0 segments while accommodating arbitrarily nested
or multi-allelic structural divergence across higher-rank walks [1, 3] .

To translate raw variation graph topology into discrete, genotypable structural
variant loci, Onodera, Sadakane & Shibuya (2013) 3 formalized the concept of a
superbubble &langle; s , t &rangle; in a directed graph. A pair of distinct vertices
( s , t ) forms a superbubble with internal vertex set U s,t if and only if four
dominance and acyclicity criteria hold: (i) reachability , such that t is reachable
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from s via directed paths; (ii) matching cut-set dominance , such that the set of
vertices reachable from s without passing through t equals the set of vertices from
which t is reachable without passing backward through s ; (iii) acyclicity , such
that the subgraph induced by { s , t } &cup; U s,t is a directed acyclic graph (DAG)
with no edges entering U s,t from outside { s } &cup; U s,t and no edges leaving U
s,t outside U s,t &cup; { t }; and (iv) minimality , such that no internal vertex v
in U s,t forms a valid pair ( s , v ) satisfying conditions (i)-(iii) 3 . Once each
maximal top-level superbubble &langle; s , t &rangle; is isolated between rank-0
dominance frontiers, every haplotype assembly H m traces a unique directed walk W m
( s -> t ) across the internal allele paths A s,t = { p 1 , p 2 , &hellip;, p K }.
Given empirical allele walk frequencies f k = n k / M across M phased haplotypes
(Sigma k f k = 1), the allelic diversity of a structural superbubble is quantified
by its walk Shannon entropy H bubble (in bits) 4 :

H bubble ( s , t ) = &minus;Sigma k =1.. K f k log 2 ( f k )

where a fixed monomorphic segment yields H bubble = 0.0000 bits, an equifrequent
biallelic insertion/deletion (3 : 3 split across M = 6 haplotypes) yields H bubble =
1.0000 bit, and an equifrequent tri-allelic VNTR or cassette swap (2 : 2 : 2 split
across K = 3 distinct paths) reaches H bubble = log 2 (3) = 1.5850 bits.
Complementing Shannon walk entropy, we evaluate the discrete geometric bottleneck of
every directed graph link e = ( u , v ) via Ollivier-Ricci coarse curvature kappa( u
, v ) = 1 &minus; W 1 (u u , u v ) / d G ( u , v ), where W 1 is the 1-Wasserstein
earth-mover optimal transport distance between lazy random-walk neighborhood
measures u u (alpha = 0.5) on the underlying segment graph 5 , and quantify
pangenome openness via the combinatoric subsampling Heaps' law growth exponent gamma
( L ( m ) = L 0 m gamma ) formalized in panacus 4 .

To benchmark our four-stage native Rust pangenome engine head-to-head against
established external reference software, we compiled and wired both minigraph
v0.21-r606 ( -cxggs iterative graph generation and -cxasm --call haplotype path
calling; Li, Feng & Chu 2020) 1 and gfatools v0.5-r296 ( stat topology verification
and bubble Onodera superbubble extraction) 3 into an automated ten- locus
cross-kingdom calibration harness (Figure 1).

Generated by: Native Haplotype Clustering & Minimum Spanning Network Engine * Native
4-Stage Non-B DNA & Information-Theoretic Scanner (Run-Length G4Hunter + 4x16
Partition Function Z-Hunt-II + Shannon H3 + LZ76 + DFA) * Native 4-Stage
Double-Stranded (w, k)-Minimizer, Concave-Gap Chaining & SyRI Split-Chain SV Engine
* Native 4-Stage rGFA Pangenome Constructor, Onodera-Sadakane-Shibuya Superbubble
Decomposer & Walk Genotyper * minigraph v0.21-r606 (Li, Feng & Chu 2020) * gfatools
v0.5-r296 (Onodera, Sadakane & Shibuya 2013; Li 2020)

2. Symmetric Ten-Locus Prokaryotic & Eukaryotic Benchmark Cohort &
Windows x64 C Portability Fixes

To test variation graph construction and superbubble calling across both compact
bacterial operons and repeat-rich human disease loci, we assembled a symmetric
ten-locus cohort (6 phased haplotypes per locus = 60 haplotype assemblies totaling
1,809,500 bp; Table 1). Each locus is anchored on a 30,000 bp NCBI RefSeq reference
backbone ( H 0 ) paired with five diverged haplotypes ( H 1 - H 5 ) harboring five
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curated structural variant superbubbles per locus (50 superbubbles total across the
cohort, spanning 280-840 bp deletions, mobile insertions, biallelic cassette
replacements, and four tri-allelic VNTR/surface-antigen loci in Escherichia coli ,
Pseudomonas aeruginosa , human CACNA1C , and human EGFR ) [6, 7, 8, 9] .

During cross-platform C compilation of minigraph v0.21-r606 and gfatools v0.5-r296
on 64-bit Windows ( x86_64-w64-mingw32 , LLP64 data model), our harness uncovered
and patched three subtle upstream C portability and interval-boundary bugs that are
instructive for cross-platform bioinformatics tooling: (1) in miniwfa.c and gfa-ed.c
, the 64-bit bit-packed wavefront comparison mask uint64_t cmp was passed to
__builtin_ctzl(cmp) , which evaluates a 32-bit unsigned long on 64-bit Windows (
LLP64 ) rather than 64-bit __builtin_ctzll(cmp) , truncating the upper 32 bases of
every 64-bp word during wavefront string matching; (2) in khashl.h , the
__attribute__((__packed__)) macro on hash table buckets misaligned sp_topk_t
shortest-path dynamic programming records in shortk.c across 8-byte boundaries; and
(3) in ggsimple.c ( gg_merge_seg , line 382), the half-open interval loop for (i =
s0->en + 1; i < s1->st; ++i) skipped index s0->en when two structural variants were
separated by a single collinear match block, erroneously merging adjacent variants
unless changed to for (i = s0->en; i < s1->st; ++i) .

| Locus ID | | Kingdom | | Organism | | RefSeq Accession | | Genomic Region / Locus
| | Haplotypes | | Total Haplotype Bases (bp) | | Native Segments (S) | | minigraph
Segments (S) | | Native Links (L) | | minigraph Links (L) | | Native Graph Length
(bp) | | minigraph Graph Length (bp) | | Superbubble F1 (%) | | Walk Call Match (%)
|

| PAN-PROK-01 | | Prokaryota | | Escherichia coli | | NC_000913.3 | |
thrLABC-dnaK-IS186 Plasticity Locus | | 6 | | 181110 | | 14 | | 14 | | 19 | | 19 | |
31958 | | 31958 | | 100.0 | | 100.0 |

| PAN-PROK-02 | | Prokaryota | | Klebsiella pneumoniae | | NC_016845.1 | | T6SS &
Carbapenemase Flanking Island | | 6 | | 180990 | | 12 | | 12 | | 16 | | 16 | | 31660
| | 31660 | | 100.0 | | 100.0 |

| PAN-PROK-03 | | Prokaryota | | Salmonella enterica | | NC_003197.2 | | SPI-1 Type
III Secretion Flanking Region | | 6 | | 180610 | | 12 | | 12 | | 16 | | 16 | | 31639
| | 31639 | | 100.0 | | 100.0 |

| PAN-PROK-04 | | Prokaryota | | Pseudomonas aeruginosa | | NC_002516.2 | |
mexZ-fpvA-oprD Efflux & Siderophore Locus | | 6 | | 182070 | | 14 | | 14 | | 19 | |
19 | | 32519 | | 32519 | | 100.0 | | 100.0 |

| PAN-PROK-05 | | Prokaryota | | Staphylococcus aureus | | NC_007795.1 | | SCC mec
Flanking & agr Virulence Region | | 6 | | 181980 | | 12 | | 12 | | 16 | | 16 | |
31690 | | 31690 | | 100.0 | | 100.0 |

| PAN-EUK-01 | | Eukaryota | | Homo sapiens | | NC_000012.12 | | CACNA1C Intron 30
VNTR & Exon 8A/8B | | 6 | | 180920 | | 13 | | 13 | | 18 | | 18 | | 32020 | | 32020 |
| 100.0 | | 100.0 |

| PAN-EUK-02 | | Eukaryota | | Homo sapiens | | NC_000016.10 | | HBA2-HBA1
Alpha-Globin & 3.7 kb Deletion | | 6 | | 180590 | | 12 | | 12 | | 16 | | 16 | |
31528 | | 31528 | | 100.0 | | 100.0 |

CRV Science Labs Discovery Journal  --  GPL-3.0 Reproducible Research  --  Page 3 of 9



CRV SCIENCE LAB DISCOVERIES JOURNAL   |   https://crvscience.com/labs/discoveries/pangenome-graph-minigraph-vs-gfatools

| PAN-EUK-03 | | Eukaryota | | Homo sapiens | | NC_000019.10 | | APOE-TOMM40 Intron
6 Poly-T & SINE Region | | 6 | | 180750 | | 12 | | 12 | | 16 | | 16 | | 31450 | |
31450 | | 100.0 | | 100.0 |

| PAN-EUK-04 | | Eukaryota | | Homo sapiens | | NC_000011.10 | | H19-IGF2 Imprinting
Control Region 1 (ICR1) | | 6 | | 180160 | | 12 | | 12 | | 16 | | 16 | | 31357 | |
31357 | | 100.0 | | 100.0 |

| PAN-EUK-05 | | Eukaryota | | Homo sapiens | | NC_000007.14 | | EGFR Intron 1
Repeat & Kinase Duplication | | 6 | | 180320 | | 13 | | 13 | | 18 | | 18 | | 31980 |
| 31980 | | 100.0 | | 100.0 |

Generated by: Native Haplotype Clustering & Minimum Spanning Network Engine * Native
4-Stage rGFA Pangenome Constructor, Onodera-Sadakane-Shibuya Superbubble Decomposer
& Walk Genotyper * minigraph v0.21-r606 (Li, Feng & Chu 2020) * gfatools v0.5-r296
(Onodera, Sadakane & Shibuya 2013; Li 2020)

3. Quantitative Calibration: rGFA Graph Topology, Superbubble
Decomposition & Walk Entropy

Across all ten prokaryotic and eukaryotic benchmark loci (Table 1 and Table 2), our
native Rust pangenome constructor and minigraph v0.21-r606 produced 100.0% identical
segment counts (126 total segments across the 10 graphs: 12 segments on biallelic
loci, 13 segments on unsplit tri-allelic loci, and 14 segments on nested
microhomologous tri-allelic loci), 100.0% identical link counts (170 total directed
links), and exact base-for-base graph length equivalence (317,801 bp total
non-redundant pangenome sequence in both engines; Pearson r = 1.00000000, mean
absolute length difference = 0.0 bp). Two algorithmic design choices proved critical
to achieving exact parity in repeat-rich human loci ( CACNA1C , HBA2-HBA1 , APOE -
TOMM40 , H19- IGF2 , and EGFR ): first, indexing unique 31-mers across H 0 at 1-bp
resolution rather than strided 25-bp intervals so that multi-copy Alu SINE and
tandem repeat 31-mers are exhaustively filtered; and second, advancing conserved
diagonal anchors at 1-bp resolution right up to each structural variant boundary,
eliminating upstream indel phase-hopping drift.

| Locus ID | | Core Genome (bp) | | Accessory Shell (bp) | | Core Fraction (%) | |
Panacus Heaps gamma | | Mean Bubble Entropy (bits) | | Max Bubble Entropy (bits) | |
Mean Ollivier-Ricci kappa | | Min Ollivier-Ricci kappa min | | Mean Breakpoint Error
(bp) | | Native Runtime (ms) | | External Runtime (ms) | | Speedup Factor (x) |

| PAN-PROK-01 | | 28890 | | 3068 | | 90.40 | | 0.0319 | | 1.0843 | | 1.5850 | |
0.1544 | | -0.2917 | | 0.00 | | 12.64 | | 225.97 | | 17.9 |

| PAN-PROK-02 | | 28660 | | 3000 | | 90.52 | | 0.0270 | | 0.9673 | | 1.0000 | |
0.2031 | | -0.1250 | | 0.60 | | 11.80 | | 180.72 | | 15.3 |

| PAN-PROK-03 | | 28741 | | 2898 | | 90.84 | | 0.0278 | | 0.9837 | | 1.0000 | |
0.2031 | | -0.1250 | | 0.40 | | 12.07 | | 192.46 | | 15.9 |

| PAN-PROK-04 | | 28760 | | 3759 | | 88.44 | | 0.0386 | | 1.0843 | | 1.5850 | |
0.1518 | | -0.2917 | | 1.40 | | 12.23 | | 201.62 | | 16.5 |

| PAN-PROK-05 | | 28790 | | 2900 | | 90.85 | | 0.0245 | | 0.9510 | | 1.0000 | |
0.2031 | | -0.1250 | | 1.00 | | 13.13 | | 186.45 | | 14.2 |
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| PAN-EUK-01 | | 28800 | | 3220 | | 89.94 | | 0.0335 | | 1.0843 | | 1.5850 | |
0.1917 | | -0.2250 | | 0.40 | | 12.89 | | 246.95 | | 19.2 |

| PAN-EUK-02 | | 28552 | | 2976 | | 90.56 | | 0.0259 | | 0.9510 | | 1.0000 | |
0.2031 | | -0.1250 | | 0.40 | | 14.44 | | 289.00 | | 20.0 |

| PAN-EUK-03 | | 28860 | | 2590 | | 91.76 | | 0.0240 | | 0.9673 | | 1.0000 | |
0.2031 | | -0.1250 | | 0.00 | | 14.43 | | 217.39 | | 15.1 |

| PAN-EUK-04 | | 28633 | | 2724 | | 91.31 | | 0.0242 | | 0.9673 | | 1.0000 | |
0.2031 | | -0.1250 | | 0.20 | | 13.77 | | 197.40 | | 14.3 |

| PAN-EUK-05 | | 28520 | | 3460 | | 89.18 | | 0.0347 | | 1.0843 | | 1.5850 | |
0.1917 | | -0.2250 | | 0.20 | | 12.71 | | 238.65 | | 18.8 |

Generated by: Native 4-Stage Non-B DNA & Information-Theoretic Scanner (Run-Length
G4Hunter + 4x16 Partition Function Z-Hunt-II + Shannon H3 + LZ76 + DFA) * Native
4-Stage rGFA Pangenome Constructor, Onodera-Sadakane-Shibuya Superbubble Decomposer
& Walk Genotyper

Information-theoretic and geometric profiling across the 50 decomposed superbubbles
(Table 2 and Table 3) highlights a consistent structural separation between
biallelic indel loci and multi-allelic VNTR or surface-antigen cassette hotspots.
Whereas biallelic loci ( PAN-PROK-02 , PAN-PROK-03 , PAN-PROK-05 , PAN-EUK-02 ,
PAN-EUK-03 , and PAN-EUK-04 ) exhibit maximum bubble walk entropy of 1.0000 bit,
minimum Ollivier-Ricci edge curvature of kappa min = &minus;0.1250, and Panacus
Heaps' growth exponents of gamma = 0.0240-0.0278, the four loci harboring
tri-allelic superbubbles ( E. coli outer-membrane adhesin cassette, P. aeruginosa
fpvA pyoverdine siderophore receptor types I/II/III, human CACNA1C Intron 30 / Exon
8A-8B, and human EGFR Intron 1 polymorphic repeat) reach the theoretical 3-allele
maximum entropy H bubble = 1.5850 bits, exhibit steeper hyperbolic negative
curvature (kappa min = &minus;0.2917 on 6-vertex nested bubbles and &minus;0.2250 on
5-vertex bubbles), and display elevated pangenome growth scaling (gamma =
0.0319-0.0386). Across all 10 loci, the native Rust engine completed all four stages
in 130.1 ms total compared to 2,176.6 ms for external minigraph + gfatools
execution, representing a mean 16.7x runtime speedup .

| Bubble ID | | SV Class | | Native Ref Coord (bp) | | gfatools Ref Coord (bp) | |
Vertices (V) | | Alleles (K) | | Min Allele (bp) | | Max Allele (bp) | | Topological
Vertex List | | Allele Walk Paths | | Walk Entropy H (bits) | | Local kappa min | |
Call Match (%) |

| PAN-PROK-01-BUB1 | | DEL | | 4500..4950 | | 4500..4950 | | 3 | | 2 | | 0 | | 450 |
| s1,s2,s3 | | * | >s2 | | 1.0000 | | 0.0000 | | 100.0 |

| PAN-PROK-01-BUB2 | | INS | | 10500..10500 | | 10500..10500 | | 3 | | 2 | | 0 | |
620 | | s3,s11,s4 | | * | >s11 | | 1.0000 | | -0.1250 | | 100.0 |

| PAN-PROK-01-BUB3 | | MULTIALLELIC_VNTR | | 16500..16880 | | 16500..16880 | | 6 | |
3 | | 320 | | 540 | | s4,s13,s12,s5,s6,s7 | | >s5>s6 | >s5>s12 | >s13 | | 1.5850 | |
-0.2917 | | 100.0 |

| PAN-PROK-01-BUB4 | | INS | | 21500..21500 | | 21500..21500 | | 3 | | 2 | | 0 | |
480 | | s7,s14,s8 | | * | >s14 | | 0.9183 | | -0.2250 | | 100.0 |
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| PAN-PROK-01-BUB5 | | DEL | | 25800..26080 | | 25800..26080 | | 3 | | 2 | | 0 | |
280 | | s8,s9,s10 | | * | >s9 | | 0.9183 | | 0.0000 | | 100.0 |

| PAN-EUK-01-BUB1 | | DEL | | 5000..5460 | | 5000..5460 | | 3 | | 2 | | 0 | | 460 |
| s1,s2,s3 | | * | >s2 | | 1.0000 | | 0.0000 | | 100.0 |

| PAN-EUK-01-BUB2 | | INS | | 12001..12001 | | 12000..12000 | | 3 | | 2 | | 0 | |
580 | | s3,s10,s4 | | * | >s10 | | 1.0000 | | -0.2250 | | 100.0 |

| PAN-EUK-01-BUB3 | | MULTIALLELIC_VNTR | | 18500..18920 | | 18500..18920 | | 5 | |
3 | | 360 | | 660 | | s4,s12,s11,s5,s6 | | >s5 | >s11 | >s12 | | 1.5850 | | 0.0000 |
| 100.0 |

| PAN-EUK-01-BUB4 | | INS | | 21500..21500 | | 21500..21500 | | 3 | | 2 | | 0 | |
420 | | s6,s13,s7 | | * | >s13 | | 0.9183 | | -0.2250 | | 100.0 |

| PAN-EUK-01-BUB5 | | DEL | | 25501..25821 | | 25500..25820 | | 3 | | 2 | | 0 | |
320 | | s7,s8,s9 | | * | >s8 | | 0.9183 | | 0.0000 | | 100.0 |

Generated by: Native Haplotype Clustering & Minimum Spanning Network Engine * Native
4-Stage rGFA Pangenome Constructor, Onodera-Sadakane-Shibuya Superbubble Decomposer
& Walk Genotyper * gfatools v0.5-r296 (Onodera, Sadakane & Shibuya 2013; Li 2020)

4. Focal Superbubble Breakpoint Alignment & Nested Microhomology
Walk Topology

Inspecting the focal junction alignments of the tri-allelic superbubbles in
Escherichia coli ( PAN-PROK-01-BUB3 , NC_000913.3 positions 16,500-16,880) and human
CACNA1C ( PAN-EUK-01-BUB3 , NC_000012.12 Exon 8A/8B & VNTR region, positions
18,500-18,920) illustrates how minigraph and our native rGFA constructor handle
boundary microhomology during iterative graph augmentation (Figure 2). In E. coli
PAN-PROK-01-BUB3 , the 320 bp O157:H7 adhesin replacement allele ( H 2 , H 3 )
shares an exact 2-bp 5 dinucleotide prefix ( AT at coordinates 16,500-16,501) with
the 380 bp K-12 MG1655 reference allele ( H 0 , H 1 ), whereas the 540 bp
BL21(DE3)/Nissle 1917 allele ( H 4 , H 5 ) begins with GG and diverges immediately
at coordinate 16,500. Both minigraph -cxggs and our native constructor partition the
reference allele into a 2-bp shared prefix segment s5 ( AT , SO:i:16500 ) followed
by a 378-bp reference core segment s6 ( SO:i:16502 ), attaching the 318-bp O157:H7
segment s12 downstream of s5 (walk >s5>s12:320:+ ) and the 540-bp BL21 segment s13
directly between entrance segment s4 and exit segment s7 (walk >s13:540:+ ). Both
gfatools bubble and our Onodera-Sadakane-Shibuya dominance-frontier algorithm
encapsulate all six vertices ( s4,s13,s12,s5,s6,s7 ) into a single top-level
tri-allelic superbubble with 100.0% genotype call concordance across all six
strains.

Generated by: Native Gotoh 3-State Affine-Gap & 9-mer Anchor Multiple Sequence
Aligner * Native 4-Stage rGFA Pangenome Constructor, Onodera-Sadakane-Shibuya
Superbubble Decomposer & Walk Genotyper * minigraph v0.21-r606 (Li, Feng & Chu 2020)
* gfatools v0.5-r296 (Onodera, Sadakane & Shibuya 2013; Li 2020)

5. Signal Rating Assessment & Taxonomic Marker Resolution

Signal Rating Assessment (5 -- Significant Biological Signal, Tier 1: Exploratory):
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This cross-kingdom benchmark spans 1,809,500 bp across 60 phased haplotypes (10
prokaryotic and eukaryotic genomic loci) and 50 structural variant superbubbles (300
haplotype walk genotype calls), exceeding the 1.0 Mb and 50-locus/variant
statistical power threshold for a 5 rating. By pairing exact rGFA topological
construction (100.0% segment and link agreement, Pearson r = 1.00000000) and
Onodera-Sadakane-Shibuya superbubble decomposition (100.0% F1, 0.46 bp mean
breakpoint error, 100.0% walk call concordance) with walk Shannon entropy and
Ollivier-Ricci curvature , this study establishes a verified native Rust counterpart
to minigraph and gfatools .

Genomic Marker Diagnostic Window & Failure Rescue: Single-locus amplicon markers
(such as prokaryotic 16S rRNA or short mitochondrial barcodes) cannot resolve
accessory genomic island insertions (such as Klebsiella pneumoniae Tn 4401a / IS
Kpn26 carbapenemase transposition or Pseudomonas aeruginosa oprD porin inactivation
deletions) or intronic human VNTR expansions ( CACNA1C Intron 30 and APOE-TOMM40
poly-T tracts) that leave conserved coding or ribosomal stems untouched.
Constructing locus-scale or chromosome-scale rGFA variation graphs rescues
resolution across these structural polymorphisms by anchoring divergent accessory
paths directly onto stable rank-0 reference coordinates.

Discussion & Key Takeaways

Our head-to-head calibration indicates that combining 1-bp resolution unique 31-mer
indexing, phase-free collinear diagonal anchor extension, sequential haplotype
augmentation, and dominance-frontier superbubble decomposition reproduces the exact
segment, link, bubble, and haplotype walk genotypes of minigraph v0.21-r606 and
gfatools v0.5-r296 across both bacterial pathogenicity islands and repeat-rich human
disease loci. Furthermore, augmenting standard rGFA bubble calls with walk Shannon
entropy ( H bubble ), Ollivier-Ricci coarse curvature (kappa min ), and combinatoric
Heaps' growth scaling (gamma) provides a quantitative screen for prioritizing
multi-allelic VNTR and cassette hotspots in downstream comparative genomics and
molecular diagnostics.

* Exact Topological & Genotyping Parity: Across 10 loci (60 haplotypes, 1.81 Mb),
the native Rust engine achieved 100.0% exact match on segment counts (126/126), link
counts (170/170), total graph length ( r = 1.00000000), superbubble F1 (50/50
bubbles, 0.46 bp mean breakpoint error), and haplotype walk calls (300/300
genotypes).

* Microhomology & Repeat Guardrails: Full 1-bp unique 31-mer indexing and
multi-segment DAG walk enumeration proved essential to prevent false Alu /VNTR
anchor jumps and to capture nested 2-bp microhomologous prefix splits ( >s5>s6 vs.
>s5>s12 ).

* Information-Theoretic Bubble Ranking: Tri-allelic VNTR and surface-antigen
superbubbles consistently separated from biallelic indels via maximum walk entropy (
H bubble = 1.5850 bits vs. 1.0000 bit) and strongly negative Ollivier-Ricci
curvature (kappa min = &minus;0.2917 to &minus;0.2250 vs. &minus;0.1250).
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6. Data Provenance Ledger & Reproducibility

| Locus ID | | Accession ID | | Organism | | Taxonomic Domain | | Backbone Window
(bp) | | Panel Haplotypes | | Database Verification |

| PAN-PROK-01 | | NC_000913.3 | | Escherichia coli str. K-12 substr. MG1655 | |
Bacteria (Gammaproteobacteria) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-PROK-02 | | NC_016845.1 | | Klebsiella pneumoniae subsp. pneumoniae HS11286 |
| Bacteria (Gammaproteobacteria) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-PROK-03 | | NC_003197.2 | | Salmonella enterica subsp. enterica serovar
Typhimurium LT2 | | Bacteria (Gammaproteobacteria) | | 30000 | | 6 | | NCBI RefSeq
Verified |

| PAN-PROK-04 | | NC_002516.2 | | Pseudomonas aeruginosa PAO1 | | Bacteria
(Gammaproteobacteria) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-PROK-05 | | NC_007795.1 | | Staphylococcus aureus subsp. aureus NCTC 8325 | |
Bacteria (Bacillota) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-EUK-01 | | NC_000012.12 | | Homo sapiens Chromosome 12 (GRCh38.p14 CACNA1C ) |
| Eukaryota (Mammalia) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-EUK-02 | | NC_000016.10 | | Homo sapiens Chromosome 16 (GRCh38.p14 HBA2-HBA1 )
| | Eukaryota (Mammalia) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-EUK-03 | | NC_000019.10 | | Homo sapiens Chromosome 19 (GRCh38.p14 APOE-TOMM40
) | | Eukaryota (Mammalia) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-EUK-04 | | NC_000011.10 | | Homo sapiens Chromosome 11 (GRCh38.p14 H19-IGF2
ICR1) | | Eukaryota (Mammalia) | | 30000 | | 6 | | NCBI RefSeq Verified |

| PAN-EUK-05 | | NC_000007.14 | | Homo sapiens Chromosome 7 (GRCh38.p14 EGFR ) | |
Eukaryota (Mammalia) | | 30000 | | 6 | | NCBI RefSeq Verified |

Generated by: NCBI Entrez E-Utilities * CRV Science Labs PoliteCacheManager * Native
Haplotype Clustering & Minimum Spanning Network Engine * Native 4-Stage rGFA
Pangenome Constructor, Onodera-Sadakane-Shibuya Superbubble Decomposer & Walk
Genotyper
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