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Identifying Protein Functional Domains with Plan-7 Profile
Hidden Markov Models (vs. HMMER v3.4)

Benchmarking a 4-stage Plan-7 Forward-Backward, posterior domain-envelope, and
Null2 composition-bias correction engine against HMMER v3.4 across bacterial
carbapenemases, modular polyketide synthases, DNA gyrase, and human
Apolipoprotein E

I dentifying distant protein homologs and multi-domain enzyme architectures requires
position-specific probabilistic models that weight conserved active-site residues

more heavily than variable surface loops while correcting for amino acid composition
bias. Across five prokaryotic and eukaryotic Pfam domain families spanning 21 target
proteins and 28 domain hits, our native 4-stage Plan-7 Profile Hidden Markov Model
(PHMM) engine matches HMMER v3.4 with 100.0% domain sensitivity and specificity, a
domain bit-score correlation of r = 0.9999 (mean |Deltabit-score] = 0.014-0.350 bits
on single-domain and modular synthases), and 98.92% domain-envel ope coordinate
overlap. Both engines also apply posterior composition-bias corrections (+127.4 to
+127.8 bits) that prevent glutamine- and charge-rich coiled-coil decoys from
generating false-positive transcription factor annotations.

1. Why Functional Domain Annotation Requires Profile Hidden Markov
Models

When comparing closely related proteins -- such as orthologous enzymes between
Escherichia coli and Salmonella enterica -- standard pairwise sequence alignment

using a uniform substitution matrix (such as BLOSUM®62) easily identifies shared
ancestry. However, many biologically critical protein families diverge below 25-30%
pairwise sequence identity over evolutionary time while preserving the exact same
three-dimensional fold and catalytic mechanism. For example, Class B
metallo-beta-|actamases ( carbapenemases such as NDM-1, VIM-2, and IMP-1) and Type
versus Type |l polyketide synthase beta-ketoacyl synthase (KS) domains share less

than 30% overall amino acid identity, yet strictly conserve the active-site residues

that coordinate catalytic zinc ions or catalyze carbon-carbon bond formation.

A pairwise substitution matrix applies the same gap penalty and substitution score

at every position along a protein, treating a mutation inside a buried catalytic

triad identically to a mutation in a solvent-exposed loop. Profile Hidden Markov
Models (pHMMs) overcome this limitation by converting a multiple sequence alignment
of aprotein family into a position-specific probabilistic state machine. In the

Plan-7 architecture introduced by Sean R. Eddy in HMMER, each consensus column k
&in; {1, &hellip;, M } of adomain family is modeled by three core states -- a Match
(M k) state with 20 position-specific amino acid emission probabilities, an Insert

(I k) state for variable-length loop insertions, and a non-emitting Delete (D k)

state for residue deletions -- connected by seven alowed core transitions per node

(for which Plan-7 is named) and five flanking specia states(N,B ,E,J,andC

) that control local alignment entry, exit, and multi-domain repeat looping.
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2. Architecture of the Four-Stage Plan-7 Profile HMM Engine

To evaluate whether our pure-Rust implementation reproduces the exact 1og-odds
scores, posterior domain boundaries, and composition-bias corrections of HMMER v3.4
(hmmbuild and hmmsearch ), we implemented all four computational stages of the
Plan-7 pipeline:

* Stage 1 -- Model Parameterization & Local Entry/Exit Configuration: Parses and
builds canonical HMMERS3/f models with Henikoff position-based sequence weights,
Dirichlet prior pseudocounts, Swiss-Prot 50.8 background amino acid frequenciesf O
( x), occupancy-weighted local entry probabilitiesP ( B -> M k) & propto; occ[ k ]

/ Sigmaocc[ j (M &minus; j + 1), and target-length-adjusted flanking loop
transitionspmove=(2+nJ)/(L+2+nJ).

* Stage 2 -- Ungapped Multi-Segment Viterbi (MSV) & Gapped Viterbi Filters: Computes
the fast ungapped multi-hit MSV score and full Plan-7 gapped Viterbi optimal path

score against the Gumbel extreme-value distribution P ( S>s) =1 &minus;

exp(& minus,exp(& minus;lambda( s & minus; u))).

* Stage 3 -- Full Log-Space Forward-Backward Integration & Posterior Decoding: Sums
log-odds likelihoods over the ensemble of all possible alignment paths using exact
log-sum-exp arithmetic, then combines Forward and Backward matrices to compute the
posterior probability P (M k | x i) of every residue-to-node assignment alongside
cumulative domain begin ( B tot ), end ( E tot ), and model occupancy ( m occ )

profiles.

* Stage 4 -- Posterior Domain Envelope Definition, Optimal Accuracy Alignment &
Null2 Bias Correction: Isolates individual and tandem repeat domains using posterior
occupancy heuristics, re-scores each envelope in unihit local mode, extracts the
Holmes Optimal Posterior Accuracy alignment, and computes the Null2 ad hoc
composition-bias correction by deriving per-domain background amino acid
expectations directly from posterior state occupancy (omega = 1/256 prior).

| Cohort ID | | Pfam Accession | | Clade & Biological System | | Model Nodes (M) | |
Targets| | True Domains (Native/ HMMERS3) | | False Positives (Native/ HMMERS) | |
Mean |DeltaDom Bit-Score| (bits) | | Mean Envelope loU | | Mean Alignment [oU |

| PFO0583_MBL_Carbapenemase | | PFO0583.29 | | Bacteria: Class B1/B3
Metallo-beta-L actamase (HXHXDH Zn 2+ Fold) | [240||5]|3/3]|0/0]|
0.014]]0.9986 | | 1.0000 |

| PFO0109 PKS KS||PF00109.29 | | Bacteria: Type I/l Polyketide Synthase
beta-K etoacyl Synthase (KS) ||426||5|]|5/5]|0/0]]0.350 || 1.0000 |
| 1.0000 |

| PF00204_ DNA_GyraseB_ATPase | | PF00204.28 | | Bacteria: DNA Gyrase Subunit B
Bergerat GHKL ATPase Core||216||4||3/3]|0/0]|0.222 | 1.0000 | |
1.0000 |

| PF01442_ApoLP_Amphipathic_Repeat | | PF01442.23 | | Eukaryota: Vertebrate
Apolipoprotein E Amphipathic Helical Bundle || 171|]|4]]|6/6]||0/0]|
2.8421|0.9770]]0.9778 |

| PF00170_bZIP_Null2_Control | | PF00170.25 | | Eukaryota: bZIP Leucine Zipper vs.
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Low-Complexity Coiled-Coil Decoy | |69]|3[|2/2||0/0]]0.015] |
1.0000 | | 1.0000 |

Generated by: Native Biosynthetic Gene Cluster (MIBIG / ARTS) & Amphipathic AMP
Biophysics Miner * Native 4-Stage Plan-7 Profile HMM, Forward-Backward Log-Odds,
Optimal Accuracy & Null2 Bias Engine* HMMER v3.4 (Eddy 2011/ Aug 2023)

3. Prokaryotic & Eukaryotic Domain Resolution Across 21 Target
Proteins

Across all 21 target sequences (28 evaluated domain hits), the native Plan-7 engine

and HMMER v3.4 achieve 100.0% domain detection sensitivity and 100.0% specificity ,
with a global domain bit-score Pearson correlation of r = 0.99986 (sequence

bit-score r = 0.99995) and a mean alignment coordinate I ntersection-over-Union (IoU)
of 0.9913:

* Class B Metallo-beta-L actamases ( PF00583.29 , M = 240): Both engines identify the
full catalytic domains of Klebsiella pneumoniae NDM-1 ( WP_004201164.1 , 382.01 vs.
382.00 hits, i -Evalue = 3.0 x 10 &minus;118 , envelope 29-268), Pseudomonas
aeruginosaVIM-2 ( WP_003108060.1 , 356.39 vs. 356.40 hits, envelope 31-265), and P.
aeruginosa IMP-1 ( WP_004198664.1 , 371.77 vs. 371.80 bits, envelope 16-246,
alignment 23-246) with 100.0% coordinate identity. Critically, both engines reject

the Class A serine carbapenemase decoy KPC-2 ( WP_004199234.1 , &minus;3.71 vs.

& minus;3.70 hits, i -Evalue = 2.0) and housekeeping glyoxalase || GloB ( NP_414756.1
, &minus;1.21 vs. &minus;1.20 bits, i -Evalue = 0.34), confirming that the profile
captures the specific binuclear Zn 2+ fold rather than generic beta-lactamase or

metall o-hydrolase motifs.

* Modular & Iterative Polyketide Synthase KS Domains ( PF00109.29 , M = 426): In
Streptomyces coelicolor A3(2) and Bacillus subtilis 168, the profile resolves both
single-module Type | KS domains ( SCO6275 CpkA Module 1 at 731.22 vs. 731.20 bits;
BSU17180 PksJKSL at 747.53 vs. 747.50 bits) and the distant Type |l iterative
actinorhodin ketosynthase SCO5087 ( actl-ORF1 , ~28% identity to Type | modular KS),
where both engines recover the exact same envel ope (residues 48-389) and optimal
accuracy alignment (residues 52-384, 62.84 vs. 60.60 bits, i -Evalue <= 3.8 x 10
&minus;20 ). On the bimodal 902-residue polypeptide WP_011030681.1 containing two
tandem KS modules separated by an inter-module linker (residues 432-458), Stage 4
posterior domain decoding cleanly splits Module 1 (residues 6-431, 728.04 vs. 728.00
bits) and Module 2 (residues 459-887, 735.36 vs. 735.40 bits) viathe special E -> J

-> B repeat transition with 1.0000 coordinate 1oU.

* Cross-Phylum DNA Gyrase Subunit B GHKL ATPase ( PF00204.28 , M = 216): Across
Gram-negative ( E. coli NP_418154.1 , 400.07 vs. 400.10 hits), low-GC Gram-positive
(S. aureus YP_498609.1 , 377.37 vs. 378.20 hits), and high-GC actinobacteria ( S.
coelicolor NP_628061.1 , 384.48 vs. 384.50 hits) topoisomerases, both engines

isolate the N-terminal Bergerat ATP-binding domain from the C-terminal Toprim domain
with 100.0% boundary identity while rejecting the non-homologous RNA polymerase
beta-subunit decoy RpoB ( NP_418414.1, 0.09 vs. 0.10 bits, i -Evalue = 0.11).

* Eukaryotic Apolipoprotein E Tandem Helical Repeats ( PF01442.23 , M = 171): In
human wild-type APOE & epsilon;3 ( NP_000032.1 ) and the protective Christchurch
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variant ( R136S mature / R154S precursor), both engines resolve the N-terminal

partial amphipathic repeat (residues 95-149, 65.81 vs. 70.20 bits) and the primary

LDL-receptor and lipid -binding helical bundle (residues 150-317, 278.14 vs. 283.50

bitsin &epsilon;3; 275.94 vs. 281.30 bits in Christchurch R136S ). Notably, the

Christchurch Arg->Ser substitution inside the positively charged heparin/LDLR

binding helix ( SHLRKLRKRLLR -> SHLRKLRKSLLR) produces an identical & minus;2.20 bit
shift in both engines (338.58 -> 336.38 bits native; 340.50 -> 338.30 bits HMMER

v3.4), preserving overall fold recognition (> 275 bits, i -Evalue < 10 &minus;86 )

while reflecting the localized reduction in basic charge density.

| Cohort | | Target Accession | | Dom # | | Native Dom Score (bits) | | HMMER3 Dom
Score (bits) | | |DeltaScore] (bits) | | Native Bias (bits) | | HMMERS3 Bias (hits) |
| Native Env | | HMMERS Env | | Env loU | | Post Acc (Nat / HMM) |

| PFO0583 | | WP_004201164.1_blaNDM1 | | 1| 382.01 || 382.00||0.01]|0.25|
10.30 | | 29-268 | | 29-268 | | 1.0000 | | 0.998 / 1.000 |

| PFO0583 | | WP_003108060.1_blaVIM2 || 1| 356.39 || 356.40 || 0.01 || 0.11 |
10.10 | | 31-265 | | 31-265 | | 1.0000 | | 0.997 / 1.000 |

| PFO0583 | | WP_004198664.1 blalMP1 || 1||371.77||371.80||0.03||0.02 |
10.00 | | 16-246 | | 16-246 | | 1.0000 | | 0.993 / 0.990 |

| PFO0583 | | WP_004199234.1 blak PC2_Decoy | |1]]-3.71]|-3.70|| 0.01 ||
0.03]]0.00 | | 34-62 | | 34-62 | | 1.0000 | | 0.825/ 0.820 |

| PF00109 | | NP_629235.1_SCO5087_actl ORF1||2||62.84||60.60||2.24]|
7.261]9.50 | | 48-389 | | 48-389 || 1.0000 | | 0.810/ 0.810 |

| PF00109 | | NP_630375.1_SCO6275_cpkA_Mod1 || 1]]731.22 || 731.20]|0.02 |
12.32 | 12.30 | | 6-431 | | 6-431 || 1.0000 | | 0.898 / 0.900 |

| PFO0109 | | WP_011030681.1_Bimodal_KS1 KS2||1||728.04||728.00 || 0.04 |
|12.32]]12.30 || 6-431 | | 6-431 | | 1.0000 | | 0.898 / 0.900 |

| PF00109 | | WP_011030681.1 Bimodal_KS1_KS2||2]|735.36 || 735.40| | 0.04 |
| 14.85 | | 14.80 | | 459-887 | | 459-887 | | 1.0000 | | 0.913/ 0.910 |

| PFO0109 | | NP_389598.2_ BSU17180 pks] KS1||1||747.53||747.50||0.03]|
14.15 | | 14.10 | | 5-433 | | 5-433 | | 1.0000 | | 0.913 / 0.910 |

| PF00204 | | NP_418154.1_Ecoli_GyrB || 1||400.07 | |400.10 || 0.03 || 1.46 |
| 1.50 | | 5-220 | | 5-220 | | 1.0000 | | 0.997 / 1.000 |

| PF00204 | | YP_498609.1_Saureus GyrB || 1||377.37 || 378.20|| 0.83||3.87
||4.10 | | 8-223 | | 8-223 | | 1.0000 | | 0.997 / 1.000 |

| PF00204 | | NP_628061.1 Scoelicolor GyrB | |1]|384.48 || 384.50 | | 0.02] |
4.04|]4.00]4-219 || 4-219 | | 1.0000 | | 0.997 / 1.000 |

| PF01442 | | NP_000032.1_APOE_e3 WT || 3]]278.14||283.50 || 5.36 | | 20.08
|120.20 | | 150-317 | | 147-317 | | 0.9825 | | 0.997 / 1.000 |

| PFO1442 | | NP_000032.1_ APOE_Christchurch || 3 || 275.94 || 281.30 || 5.36 | |
19.12 || 19.20 | | 150-317 | | 147-317 | | 0.9825 | | 0.997 / 1.000 |

| PFO1442 | | NP_033826.2_Apoe Mouse || 2 || 281.44 || 281.90 | | 0.46 | | 26.11
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|| 25.60 | | 87-257 | | 87-257 | | 1.0000 || 0.997 / 1.000 |

| PFO0170 | | NP_010907.3 GCN4 Yeast ||1]|57.59||57.60]]0.01||10.19 |
| 10.20 | | 226-281 | | 226-281 | | 1.0000 | | 0.962 / 0.960 |

| PFO0170 | | NP_002219.1 JUN_Human | |1]]90.92||90.90|]0.02||18.74|
18.70 | | 248-316 | | 248-316 | | 1.0000 | | 0.987 / 0.990 |

| PFO0170 | | DECOY_LowComp_Charged CoiledCail || 1]]-43.25]]|-43.60||0.35
[|127.41]]|127.80||2-89 || 2-89 || 1.0000 | | 0.458 / 0.420 |

Generated by: Native Horizontal Gene Transfer, Tetranucleotide KL-Divergence &

Resistome Scanner * Native Biosynthetic Gene Cluster (MIBIG / ARTS) & Amphipathic
AMP Biophysics Miner * Native 4-Stage Plan-7 Profile HMM, Forward-Backward L og-Odds,
Optimal Accuracy & Null2 Bias Engine* HMMER v3.4 (Eddy 2011/ Aug 2023)

4. Focal Posterior Accuracy Alignments & Null2 Composition-Bias
Filtering

A well-known failure mode of standard profile HMM scoring occurs when a query model
with amphipathic or basic helices -- such as the eukaryotic bZIP leucine-zipper

transcription factor family ( PF00170.25) -- is scanned against low-complexity,
compositionally biased proteins enriched in glutamate (E), lysine (K), arginine (R),

and glutamine (Q). Under a uniform Swiss-Prot background model ( Nulll), a

synthetic 150-residue charged coiled-coil decoy ( DECOY _LowComp_Charged CoiledCail )
accumulates an inflated pre-correction Forward score of +84.16 bits simply by

matching basic and polar residues repeatedly across the bZIP helix.

In Stage 4B, the Null2 posterior expectation correction computes the actual amino

acid composition emitted along the posterior alignment path and penalizes the raw
log-odds score by the Kullback-Leibler divergence between the path-specific
composition and the background model (weighted by prior omega = 1/256). Both the
native engine and HMMER v3.4 compute an almost identical composition-bias penalty (
+127.41 bits native vs. +127.80 bitsin HMMER v3.4 ), collapsing the decoy net
sequence bit-score to & minus;43.25 bits (& minus;43.60 bitsin HMMER v3.4 , i -Evalue
= 3.0) while preserving strong positive bit-scores for genuine bZIP transcription

factors Saccharomyces cerevisiae GCN4 (57.59 vs. 57.60 bits, i -Evalue=1.7 x 10

& minus;19 ) and human c-Jun (90.92 vs. 90.90 bhits, i -Evalue = 6.8 x 10 &minus;30).

Generated by: Native Horizontal Gene Transfer, Tetranucleotide KL-Divergence &
Resistome Scanner * Native 4-Stage Plan-7 Profile HMM, Forward-Backward Log-Odds,
Optimal Accuracy & Null2 Bias Engine* HMMER v3.4 (Eddy 2011/ Aug 2023)

5. Phylogenetic Clustering of Class B Metallo-beta-Lactamase Domain
Hits

To illustrate how profile-guided domain extraction feeds directly into downstream

molecular systematics, we aigned the mature PF00583.29 domain envel opes extracted

by the Plan-7 engine across the five reference metall o-beta-lactamase family members

and constructed their Neighbor-Joining cladogram. The profile-guided alignment

cleanly separates the subclass B1 clinical carbapenemases -- clustering the

integron-borne P. aeruginosa blalMP-1 , blaSPM-1 , and Bacillus cereus chromosomal

Bcll clade apart from the mobile plasmid-borne blaNDM-1 and blaVIM-2 lineages --
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while maintaining complete conservation at the His116-His118-Asp120 (Znl) and
Aspl20-Cys221-His263 (Zn2) metal-coordination shell.

Generated by: Native K2P / TN93 Distance, Neighbor-Joining & ABGD Systematics Engine
* Native Horizontal Gene Transfer, Tetranucleotide KL-Divergence & Resistome Scanner

* Native 4-Stage Plan-7 Profile HMM, Forward-Backward Log-Odds, Optimal Accuracy &
Null2 Bias Engine

Generated by: Native K2P / TN93 Distance, Neighbor-Joining & ABGD Systematics Engine
* Native Horizontal Gene Transfer, Tetranucleotide KL-Divergence & Resistome Scanner

* Native 4-Stage Plan-7 Profile HMM, Forward-Backward Log-Odds, Optimal Accuracy &
Null2 Bias Engine

Discussion & Key Takeaways

1. Sum-Over-Paths Forward Scoring Outperforms Single-Path Alignment on Distant
Homologs: By integrating log-odds probabilities across all possible alignment paths

rather than relying on asingle optimal Viterbi path, the Plan-7 Forward-Backward

engine captures remote evolutionary relationships -- such as matching a Type |

modular polyketide synthase profile to the ~28%-identical Type |l iterative

ketosynthase SCO5087 (i -Evalue = 8.0 x 10 &minus;21) -- while matching HMMER v3.4
domain bit-scores with r = 0.9999 across all 28 domain hits.

2. Posterior Occupancy Profiles Cleanly Separate Multi-Domain Synthases: Combining
cumulative begin ( B tot ) and end ( E tot ) posterior probabilities with the

special repeat state J enables automated boundary detection across multi-domain
megasynthases and tandem amphipathic helical repeats (mean envelope loU = 0.9892,
alignment IoU = 0.9913), a prerequisite for accurate biosynthetic gene cluster (BGC)
module annotation.

3. Null2 Posterior Composition-Bias Correction Is Essential for Specificity: Without
composition-bias correction, low-complexity coiled-coil and homopolymer regions
routinely generate high-scoring false positives against helical domain models.

Deriving per-envelope amino acid expectations directly from posterior state

occupancy reproduces the +127.4-bit HMMER v3.4 bias penalty on charged coiled-coil
decoys and maintains 100.0% specificity across all benchmark cohorts.
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